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Abstract. Several proposals have been presented to sup-
plement the traditional measure of routing efficiency in P2P
networks, i.e. the (average) number of hops for lookup op-
erations, with measures of the latency incurred in the un-
derlying network. So far, no solution has been presented to
this “latency” problem without incurring in extra and heavy
management costs. We propose Relaxed-2-Chord, a new
design of the traditional Chord protocol, that is able to fit
the routing tables with low latency nodes, doing a parasitic
measurement of nodes’ latency without adding any over-
head. The solution that we present is a Distributed Hash
Table system whose aim is to combine the routing effi-
ciency and flexibility of the Chord protocol — i.e. a good
degree/diameter tradeoff - and a provable optimal hop by
hop latency. Our work is inspired by the recent Lookup-
parasitic random sampling (LPRS) strategies which allow
to improve the network stretch, that is, the ratio between the
latency of two nodes on the overlay network and the unicast
latency between those nodes. Relaxed-2-Chord reaches the
same results as LPRS without introducing any overhead.

1. Introduction

Over the last eight years, Peer-to-peer (P2P) systems
quickly became very popular. Several are the applications
based on the P2P paradigm that offer disparate services
ranging from file-sharing to grid computing, through dis-
tributed file storage and collaborative systems. Traditional
P2P systems are completely distributed and use a scalable
Distributed Hash Table (DHT) as a sublayer. A DHT is a
self-organizing overlay network that allows adding, delet-
ing and looking up hash table elements. Several protocols
[18, 7, 20, 24] have been proposed which present a struc-
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tured overlay network such that lookups require a small
number of hops, typically O(logn) overlay hops in aver-
age, where n is the network size.

However, the traditional measure of routing efficiency,
that is the average number of hops for a lookup request,
must be supplemented with the consideration that the rout-
ing latency between two nodes on the overlay network can
be different from the unicast latency between those two
nodes on the underlying network. When the main goal of a
P2P system is to design a network with “low latency” char-
acteristics, then the following three aspects play the main
role:

e Decrease the path length: by Little’s Law [14], the re-
duction in the path length results in significant reduc-
tion in the overall network traffic. Systems like the one
described in [13] have proved the low latency benefits
that come from the reduction of the paths length.

e Load balancing: systems that seek to force the traf-
fic through low latency paths could produce an unbal-
anced load on the network that yields the degradation
of the latency on the most used paths.

e Decrease latency hop by hop: although the path length
is an important metric for measuring efficiency of the
routing, it does not adequately address the issue of end-
to-end latency because each overlay hop could poten-
tially involve significant delays (intercontinental links,
satellite links, etc.).

Two main strategies have been employed, in the last
years, to solve this problem. The first one is to give
more flexibility in the construction of routing tables
such that, through sampling strategies, the nodes in
the routing table are continuously updated making
the choice respect their proximity, assuming that high
proximity means low latency. The second one is based
on using synthetic coordinates to predict inter-node la-
tencies, as shown is [17]. Unfortunately these solu-



tions, which potentially work very well, are difficult to
maintain/implement and make load balancing hard to
support.

From a theoretical point of view it is significant to prove
an optimal latency stretch (hereafter stretch) of the network.
The stretch of a network is the ratio between the latency of
two nodes on the overlay network and the unicast latency
between those nodes.

Traditional DHTSs provide a large stretch, since the over-
lay network topology bears no resemblance with the under-
lying network. Large stretches results in poor DHT perfor-
mance even if the routing algorithm adopted by the DHT
is optimal (compared to the number of hops on the overlay
network).

Today, applications like “video on demand”, “Voice-
over-IP”, “Video Conferencing” and “Gaming” require re-
liable and low latency networks. These requirements have
implied that the “veteran” client-server architectures are
surrendering to the Peer-to-peer one [21, 11]. Indeed, Peer-
to-peer architectures are becoming more and more used
from these applications such as massively-multiplayer on-
line games (MMOGs) [11], where the players can be con-
nected - end to end - with each other. Improve the latency on
the - end to end - connections is one of the main challenges
in the real-time applications.

Our work is motivated by the challenge to reach an opti-
mal stretch on the paths without adding extra overhead such
that real-time applications can fulfill their low latency re-
quirements. This paper emphasizes the capability of build-
ing low latency paths without adding extra costs which
makes our protocol eligible to a real implementation.

The choice to propose a modified version of the well
known “Chord” protocol is motivated by (a) its simplicity
and, yet, efficiency, (b) by the large corpus of research on
Chord, and (c) by the informal feeling that the ring is a sim-
ple structure that can greatly benefit from improvements on
stretch, further supported by Gummadi et al. [9] remarks
that state: “Our basic finding is that, despite our initial
preference for more complex geometries, the ring geometry
allows the greatest flexibility, and hence achieves the best
resilience and proximity performance”.

1.1. Our Results

Our work seeks to prove the goodness of a parasitic sam-
pling strategy on Relaxed-2-Chord a bidirectional and more
flexible version of Chord. In the remaining of this paper we
show how to improve the latency on the routing paths dur-
ing the lookup operations and without any extra cost. We
propose a simple and effective technique where a node can
gain information on the latency to other nodes in the net-
work during the normal lookup operations and modifies its
routing table according to the latency requirements.

2 Related Works

Many different strategies have been developed in the last
few years in order to improve the latency in Peer-to-peer
systems.

IDs based on location systems.

The basic problem of modeling Internet topology as a ge-
ometric space (e.g. a 3-dimensional Euclidean space) has
already been approached in systems like [17]. The main
idea of these systems is to use a well-defined coordinate
system and a corresponding well-defined distance function,
and characterize the position of any host in the Internet by
a point in this space where the distances between any two
hosts can be predicted with high accuracy by the distance
function evaluated on the hosts coordinates. GNP [17], for
example, demonstrated that it is possible to calculate syn-
thetic coordinates, and that they can be used to predict In-
ternet latencies. GNP relies on a small number (5-20) of
landmark nodes; other nodes measure latency to the land-
marks to help them choose coordinates. The choice of the
nodes to be used as landmarks can significantly affect the
accuracy of latency predictions made by GNP, but the main
drawback is that GNP is not self-organizing because of the
need to fix/manage the landmarks. Other protocols like Vi-
valdi [4] compute synthetic coordinate without the support
of Landmark nodes. Indeed, in Vivaldi, each node computes
coordinates for itself. Each time a node communicates with
another node, it measures the latency to that node, and then
adjusts its coordinates to minimize the error between mea-
sured latencies and predicted latencies. Although Vivaldi
seems to be working better than GNP, it does not solve the
unbalanced nature of “proximity” network that can cause a
non-uniform distribution of nodes in the key space, leading
to performance reduction.

Latency-aware DHT systems.

DHT systems show optimal bound in lookup performance
and so several approaches have been proposed for designing
DHT systems with low latency[3]: (a) PROXIMITY IDENTI-
FIER SELECTION where the nodes ID are assigned in order
to ensure that nodes close in the underling network are also
close in the metric space; An example of Proximity identi-
fier selection was proposed to improve routing performance
in CAN [19], where each node measures its round-trip de-
lay to a set of pre-determined landmarks, and accordingly
places itself in the key space. With ¢ such landmarks, ¢!
ordering are possible, so the key space is divided into ¢!
equal-sized partitions, and each node will join the portion
that matches its landmark ordering. Unfortunately this ap-
proach leads to an unbalanced distribution of nodes into the
key space. (b) PROXIMITY ROUTING SELECTION proposes



a lookup algorithm which also investigates the underlying
topology. This approach trades off the number of overlay
hops per path and the network distance traversed by each
hop. (c) PROXIMITY NEIGHBOR SELECTION constructs the
routing tables for each nodes taking into account the net-
work proximity among nodes. Neighbors are chosen to re-
fer to nodes that are nearby in the network topology. In this
way, the distance traveled by messages can be minimized
without a significant increase in the number of routing hops.

Lookup-parasitic random sampling (LPRS).

In [23] the authors propose a parasitic strategy which allows
to reduce the stretch without altering the routing scheme.
Such strategy can be applied to several geometric routing
DHT schemes (i.e., where the routing, at each step, for-
wards the message to a peer that is closer to the destina-
tion peer). The LPRS strategy follows the proximity neigh-
bor selection approach and, in particular, it provides a sim-
ple way to find a set of good neighbors exploiting a sam-
pling strategy. Sampling nodes are exchanged during the
lookup process. In particular each lookup message contains
additional information (i.e. IP addresses) about a set of
nodes encountered during the lookup process. Thereafter,
the source node is able to sample!' all the nodes in this set.

The authors argue that the Lookup-parasitic random
sampling can be done without extra-cost, since the effort
can be piggybacked over normal DHT functionality, how-
ever each sample requires several operations (e.g., pings) to
get a reasonable estimate of the latency, and hence a certain
overhead is introduced.

In [23] the authors analyzed also several sampling strate-
gies and observed that using a bidirectional routing scheme
it is possible to use further sampling strategies which they
leave for further investigations.

Some other systems have been proposed: Tulip [1] and
LAND [2] achieve provably low stretches, but lack the sta-
bility property, that is, those systems are not robust to fre-
quent peer arrivals, departures and fails; eQuus [15] builds
an overlay that comprises both provable fault-tolerance and
provable locality-awareness, even if it lacks load balancing
property when the underlying network results clustered in
unbalanced manner.

3. Preliminaries

In this section we analyze several variants of Chord that
are of interest for the rest of this paper. We consider a set [NV
of m nodes lying on a ring of 2™ identifiers (labeled from 0
to 2™ — 1 in clockwise order).

'When we say that a node v samples a node u, we mean that v measures
the latency to u and depending on the measured value, v may update its
neighbors set.

Nodes in the Network

n Number of nodes in the network
m Number of bits to identify a node

Ns(v) | Number of nodes within latency ¢ from v
L(u,v) Latency between u and v
Table 1. Notations used
Chord[20].

Chord provides a hash-table functionality by mapping n
nodes (using consistent hashing [12]) to identities of m bits
placed on a ring network. Each node v is connected® with
its predecessor and its successor on the ring. Consistent
hashing ensures that resource keys and node identifiers are
spread roughly uniformly in the key space, ensuring approx-
imately balanced load in the network.

In order to achieve fault tolerance, each peer v main-
tains a successors list which consists of the next f succes-
sor peers. Successors list allows to keep correct the ring
even if many successor turn out to point to crashed peers.
The only situation in which Chord cannot guarantee finding
the current live successor to a key is if all f peer’s succes-
sor fail simultaneously. Relatively small values of f (such
as 2(logn)) makes the probability of simultaneous failure
vanishingly small.

Each peer v also maintains a routing table (a.k.a., finger
table) with O(logn) entries, spaced exponentially around
the key space, such that the i*" entry stores the identity of
the responsible of v + 2°~1 on the identifier ring. Routing
efficiency is achieved by using the finger table. An example
of these pointers is shown in Figure 1. We now provide the
formal definition of link connections® of this network:

Chord [20]: For each 0 < 7 < m, node v is
connected by edges to the nodes* v + 2°.

The main emphasis in Chord’s design is robustness and
correctness, achieved by using simple algorithms with prov-
able properties even under concurrent joins, leaves and fail-
ures.

2-Chord [6].

A Chord-like bidirectional routing scheme, called 2-Chord,
has been proposed in [6]. This protocol proposes a new sta-
bilization procedure that does not need any periodic update
(such as Chord fix.finger), with no harm to the efficiency

2When we say that a node v is connected to u, we mean that v is con-
nected to u if u is a node, otherwise v is connected to the first node that
follows wu.

3We assume however that each node always maintains its predecessor
and successor in the ring.

4All the arithmetic operation on the ring are mod2™.
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Figure 1. An example of Chord ring: The Fig-
ure depicts a ring with 11 peers and 16 re-
sources and shows, in particular, connec-
tions and resources maintained by peer 8.

and simplicity that are some of the many good character-
istics that made Chord a popular choice. Formally we can
define the link connections as the following:

2-Chord [6]: Foreach 0 <7 < m — 1, node v is
connected by edges to the nodes v +2¢ and v — 2°.

R-Chord [16].

Recently, some of Chord’s results were improved by in-
troducing both randomization in the choice of each link
to be established and a novel routing strategy, called NoN
(Neighbors of Neighbors) greedy routing. The formal rep-
resentation of the overlay connections among nodes in this
network can be summarized as the following:

R-Chord [16]: For each 0 < i < m, let R() de-
note an integer chosen uniformly at random from
the interval [0,2%), node v is connected by edges
to the nodes v + 2i4+R(i).

d-powerlaw latency expansion.

Let Ns(v) denote the number of nodes in the network that
are within latency ¢ from v. Informally, for d > 1, a graph
G has a d-powerlaw latency expansion if N;s(v) grows (i.e.,
“expands”) proportionally to ¢, for all nodes v € G. Some
simple examples of graph families with power-law latency
expansion are rings (d = 1), lines (d = 1), and meshes
(d=2).

Let A = mazy, veal(u,v), where £() denotes the latency
function, denote the latency diameter of G.

4. Network Design: Relaxed-2-Chord

A careful analysis of the results reviewed in Section 2
shows that the key idea to improve the latency in a system
is to make the overlay network topology less rigid. In or-
der to build such a topology, we first need a more flexible
routing scheme. Therefore, we allow more than one choice
for each link, that needs to be established during the routing
table construction, by expanding the network portion where
a node can select its routing table entries.

On the other hand, it is fundamental to have an effective
and efficient sampling scheme which is able to select low
latency nodes from any starting node avoiding communi-
cation overhead. Since bidirectional routing schemes guar-
antee a large number of sampling strategies, in this paper
we explore how to reuse the bidirectional characteristic of
2-Chord [6].

We introduce Relaxed-2-Chord which is an hybrid pro-
tocol that benefits from the bidirectional structure explored
in 2-Chord [6] and the randomized scheme implemented in
R-Chord.

Relaxed-2-Chord profits from its bidirectional structure
because during the routing, if the previous hop went clock-
wise (resp. counterclockwise) the current node can easily
sample a link which goes counterclockwise (resp. clock-
wise). Moreover, Relaxed-2-Chord benefits from its flexi-
ble routing table because each entry results to be the most
low latency node in that portion of the network.

Summarizing, we propose Relaxed-2-Chord which is
able to obtain a provable stretch with no extra-cost, mean-
while showing its efficiency and simplicity as every Chord-
like network.

In the following sections we formally describe how to
achieve flexibility in the lookups and how to improve la-
tency in the overlay paths. First we present the strategy
used to connect nodes among each other, then we examine
the routing algorithm and finally we describe the sampling
method.

4.1 Overlay Network Structure

In this section we describe the strategy used to connect
nodes among each other in the overlay network. With the
following strategy we are able to guarantee efficient routing
(i.e, asymptotically bounded by O(logn) overlay hops) and
a provable stretch.

Definition 1 (Relaxed-2-Chord:) Foreach(0 <i < m-—1,
node v is connected to the closest node, in terms of latency,
which belongs to the interval [v + 2, v + 21 and to the
closest node, in terms of latency, which belong to the inter-
val [v — 211 v — 2).
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Figure 2. RTT estimation, during a recursive
lookup, through timers.

In details, each node v maintains a routing table with up
to 2m — 2 entries: clockwise connections are called forward
fingers (the i*" forward finger belongs to [v+2'~1, v+ 21)),
while counterclockwise connections are called back fingers
(the 7*" back finger belongs to [v — 27, v — 2¢71]),

We remark that using the same argument of [20], it is

simple to prove that every node in Relaxed-2-Chord has
O(log n) fingers with high probability (w.h.p.).
Note that, if a node v is connected to a node v and, in partic-
ular, v is the i*" v’s forward (resp. back) finger then v can
sample v and consequently may update its i" back (resp.
forward) finger.

We notice also that nodes’ latecies affect only the fin-
ger table which allows us to implement low latency lookup
operations. In order to guarantee both load balancing and
fault tolerance, either the identifier assignment function or
the successors list are completely independent from nodes’
latency and randomized using a standard approach (that is,
via a consistent hashing function.) In this way, our system
can easily manage the problem of correlated node failure-
Indeed, even assuming that a big portion of the network
fails simultaneously, the probability that a node loses all its
successors remains sensibly small.

Our effort is to develop a sampling strategy without any
extra-cost. In order to do that, we present a strategy that is
completely “parasitic” and does not require any additional
communication. Indeed, latency estimations are obtained
during the normal DHT functionality with no harm to the
efficiency of the protocol, as we will formally describe in
Section 4.3 .

In the following we assume that each node v maintains,
in the routing table, for each neighbor v the value of the la-
tency for the connection between v and w (v.latency[u]).
This estimation is continuously updated according to a
timer which allows to measure the round-trip time for each
query. We remark that our approach does not need synchro-
nized timers. The nodes should only agree on the metric
used for measuring the time. Indeed each node v estimates
the round trip time (RTT) to a node u each time it forwards
a query to u. The estimation is obtained by subtracting the

time spent by u to get the answer from the time spent by v
to get the answer (cf. Fig. 2).

4.2 Routing in Relaxed-2-Chord

The routing is performed on Relaxed-2-Chord following
a greedy scheme. Indeed, in contrast with the Chord proto-
col, since 2-Chord is bidirectional, overshooting is allowed.
Hence, the distance d(a, b) between any two IDs, for exam-
ple a and b, is defined as:

d(a,0)™ min{(a —b), (2™ — (a—b))}. (D)

Therefore, d(a,b) = d(b,a). Consider a lookup opera-
tion starting at a node v for a generic key k£ which belongs
to the node v;. For each step ¢ € [0,¢ — 1] the node v;
forwards the message to its neighbor node v;; that is the
closest to the destination with respect to the metric distance
d().

Our strategy, as any proximity neighbor selection ap-
proach (cf. Section 2), requires recursive routing, rather
than iterative. Indeed, while in the recursive approach nodes
communicate only with their neighbors, in the iterative ap-
proach, nodes communicate with their neighbors only dur-
ing the first routing step. This can invalidate any proximity
neighbor selection strategy since the latency is clearly not
optimized between non-neighbor nodes. In Section 5 we
will formally prove the asymptotical bound on the number
of hops (i.e O(log n)) during the lookup operations and then
we will validate our results via simulations.
4.3 Random Sampling in Relaxed-2-
Chord

The random sampling strategy, which allows to update
estimated latencies, is described in Figure 3 compared with
the standard lookup on Chord that is given on the left such
that it is easy to substantiate our no-extra-cost statement.

In order to explain how the random sampling works in
Relaxed-2-Chord, let’s consider a generic lookup step, from
node v; to v;4; . Since the mapping of resources to the
identifier space is pseudo-random (that is, it is based on a
consistent hashing function) the node v;; can consider v;
as a random sample. In particular, by Definition 1, if v; 1
is the jth v;’s forward (resp. back) finger then v; is a feasi-
ble j*" back (resp. forward) finger for v; ;. Thus, when v;
forwards a query to a node v, it also sends its estimated
latency to v;11 (v;.latency[v;11], see also Figure 3 (right)
line 7). In this way, v; 41 can easily sample v; and, where
appropriate, can update its finger table entry (cf. Figure 3
(right) line 2, where - and ¢ represent respectively the sam-
pled node and its estimated latency).

Note that, due to routing asymmetry, it is well known
that latency estimation are not symmetric (i.e. £(v,u) #



s.Jookup(id, r, )

1

s.Jookup(id) 2
1: if id € (s,s.successor] then 3
2 return s.successor 4
3: else 5:
4:  t = s.closest_preceding_node(id) 6
5 return t.lookup(id) 7
6: end if 8
9

10:

: timer.start()
. s.sample(r, £)
. if ¢d € (s,s.successor] then

return(timer.value(), s.successor)

else

t = s.closest_node(id)

(ct,target) = t.lookup(id, s, s.latency][t])
s.update(s.latency[t], (timer.value() — ct)/2))
return(timer.value(), target)

end if

Figure 3. Lookup on Chord (left) and Relaxed-2-Chord (right).

¢(u,v)). However, we are not interested in very accurate
values but we are rather looking for a coarse-grained latency
distinction and our methodology is appropriate for that pur-
pose.

Each node v; on the path uses a local timer in order to
measure the time required to get the answer for a partic-
ular query (see Figure 3 (right) line 1). Thereafter, when
the node v; is able to answer a query, the current value
of its timer, which represent the time spent by v; to ob-
tain the answer, is returned, together with the answer, to
the preceding node on the path, v;_; (Figure 3 (right) line
4 and 9). In this way, v;_; can extrapolate its latency to v;
((timer.value()—ct)/2, where timer.value() is the time spent
by v;_1 to obtain the answer and ct is the time spent by v;
to obtain the answer, see Figure 2 too). Thus, v;_; is able
to update its estimated latency to v; (Figure 3 (right) line 8).
Finally, the procedure closest_node(:d) differs from clos-
est_preceding_node(id) because in our routing strat-
egy overshooting is allowed, hence the procedure clos-
est_node(id) finds the neighbor node that is closer to the
destination according to the metric distance d() presented
in Definition (1).

We stress that no sampling LPRS-style, i.e. with pinging,
is performed in our solution.

5. Efficiency and Latency Analysis

In this Section we prove the asymptotical bound on the
number of hops in the lookup operation, the expected la-
tency of a lookup and the results that come from the simu-
lations done.

Theorem 1 The number of nodes that must be contacted
to resolve a lookup query in an n-node Relaxed-2-Chord
networks is O(logn) w.h.p.

Proof. The intuition behind this claim is that each recursive
call diminishes the current distance to the target from § to
at most 36/4. Therefore, after logy/sn = O(logn) for-
warding, the remaining distance between the current node

and the desired key will be reduced to at most 2™ /n. The
expected number of node landing in a range of this size is
O(logn) w.h.p. Thus, the remaining steps will reach the
desired key within another O (log n) steps. [

Experimental Results.

We ran a set of simulations to evaluate the average path
length of Relaxed-2-Chord using the standard greedy rout-
ing. Our goal was to show that introducing a certain amount
of heterogeneity in the network does not harm the routing
performances.

During each experiment, a virtual ring is constructed by
randomly generating the 20-bit IDs associated with the pre-
scribed number of nodes. Then the routing table, for each
node, is constructed by choosing for each finger a random
point belonging to the corresponding interval. Finally, an
all to all communication is simulated and accordingly the
average path length is determinated. The number of hops
is counted for each route, and statistics are collected. 95%
confidence level intervals are estimated in order to ensure
the precision of the simulated results. The experiments
are repeated until the confidence intervals become small
enough. Simulations done using up to 2'° nodes, and iden-
tifier space of 22 IDs show that Relaxed-2-Chord has an
average path length which is close to (logn)/3.

This experimental result is not surprising since Manku et
al., showed that, in the deterministic case (i.e., without ran-
domness), the Chord protocol, having bidirectional links,
provides an average path length equal to (logn)/3 + ©(1)
(cf. [10]). Therefore, the simulations have showed that the
performances of our protocol do not get worse relaxing con-
nections.

Furthermore, introducing a certain amount of random-
ization in the protocol allows us to exploit most performing
routing strategies, like for instance the Neighbor of Neigh-
bor (NoN) greedy routing (cf. [16]). Indeed, while it has
been showed in [10] that the NoN approach is ineffective
without randomization, on the other hand, the use of NoN



on an eclectic network allows to maintain the advantages of
the greedy routing (cf. [22], for more details) while opti-
mizing the tradeoff between routing table size and average
path length.

We showed the asymptotical bound on the number of
hops during a lookup operation because we want to be com-
parable with all the Chord-like systems, however our main
goal is to provide a protocol which is able to reach optimal
stretch. We address and prove this goal in the following.
It is crucial for our strategy to make an initial amount of
samples .S in order to improve the stretch of the network.
In [23] the authors proved the following Theorem which is
directly applicable to our network.

Theorem 2 [23] If one follows a random sampling algo-
rithm on an underlying graph G drawn from a family of
graphs with d-power-law latency expansion, then the ex-
pected latency of a lookup is O(A) + O(Alogn/SY/%).

Therefore for S = log®n our strategy results in o(A)
expected latency, which is obviously the best we can do.

6. Conclusions

We have described Relaxed-2-Chord, a new DHT proto-
col, that is able to combine efficiency and scalability with
a provable optimal stretch. The solutions, on this topic,
that have come out during the last years can be divided
in two sets; on one hand, we find those that use Land-
mark technique to measure the latency among nodes —this
technique is difficult to manage in a distributed way and
is not scalable; on the other hand, we have systems that
try to construct overlays networks to reflect the underly-
ing latency among nodes, unfortunately each node is sub-
ject to extra costs. The main contribution of our proposal
is to build a low latency network using a parasitic strategy
to sample nodes in the network without adding extra costs.
The proposed network takes advantage from its symmetry.
Each node maintains a routing table with up to 2m — 2 en-
tries: clockwise and counterclockwise connections. The bi-
directionality allows a node v connected to a node u to be-
come a valid sample for node u, in particular, when w is
the i*" v’s forward (resp. back) finger then u can sample v
and consequently may update its i*" back (resp. forward)
finger. The randomness introduced with Relaxed-2-Chord
guarantees the necessary flexibility in the construction of
routing table that allows us to sample nodes in different IDs
range. We support the design of this new protocol with a
theoretical analysis both for the lookup performance that
we prove to be resolved in O(logn) hops w.h.p, and for
the expected latency for lookup that has been showed to
be O(A) + O(Alogn/S/4) when the underlying network

follows a d-powerlaw latency expansion (which is, actually,
the most expressive expansion to model a real Peer-to-peer
network).

We leave as future work a more extensive evaluation Sec-
tion, which will show in more details the gains of our sys-
tem on the other Chord-like protocols and in particular the
saving of our sample strategy compared to LPRS.
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