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Abstract delete, and lookup items in a hash table. Several pro-

posals have recently been presented for systems whose

We define a family of Distributed Hash Table sys- hosts configure themselves into a structured network
tems whose aim is to combine routing efficiency of such that lookups require a small number of hops.
the randomized networks — i.e. average path length The greedy routing approach, in which any mes-
O(logn/loglogn) vs. theO(logn) average path  sage is routed through the neighbor which is nearest to
length of the deterministic system — with the pro- the target, has been used in most of the proposed P2P
grammability and startup efficiency of a uniform sys- networks. These include [12, 3, 14, 1, 7]. Several rea-
tem — that is a system in which the overlay network is sons make the greedy strategy popular. In particular,
transitive, and greedy routing is optimal. It is known greedy routing is very simple to implement and has
that Q(logn) is a lower bound to the average path some “implicit” fault-tolerance capabilities. It was,
length for uniform systems with(log n) degree. however, noticed that greedy routing usually produces

The proposed family is parameterized with a posi- paths of length larger than what would be required in
tive integerc which measures the amount of random- a network of the given node degree.
ness that is used. Indeed, edges are partitioned into  In fact, randomization [6, 8] and de Bruijn graphs
c equivalenceslasses Varying the value:, the system  [4] were shown to produce networks with optimal av-
goes from the deterministic case=£ 1) to an “almost erage path length. Unfortunately, these algorithms are
uniform” system. Increasing to relatively low values  not greedy and present some other disadvantages as
allows routing with optimal average path length while discussed in [8].
retaining most of the advantages of a uniform system,
such as easy programmability and quick bootstrap of
the nodes entering the system.

We also provide a matching lower bound for the av- By enlarging the set of nodes where the
erage path length of the family of routing schemes for greedy choice is made, it was recently shown

anyc. Moreover, we show how to extend the result to that ©(logn/loglogn) hops can be obtained (on
other overlay networks. average) with theNeighbors—of—NeighborgNoN)

routing [8]: the greedy choice is made here from
. among all the nodes which are at most 2 hops distant
1 Introduction from the node itself.

Peer-to—Peer (P2P) file sharing applications have Latency can be optimally reduced in several well
recently become very popular. Several of the proposedknown topologies [8] (such as, e.g., Chord) provided
systems are completely distributed and use a scalablghat randomization is used to establish the neighbors
Distributed Hash Table (DHT) as a substrate. A DHT of the nodes, and routing is implemented according to
is a self—organizing overlay network that allows to add, the NoN approach. Hence, the use of randomization

*This work was partially supported by the Italian FIRB project inspired by the Small-World idea introduced by Klein-

“WEB-MINDS” (Wide-scalE, Broadband Middleware for Network ~ P€rg [5], together with the NoN routing allows one tf:’
Distributed Services), http://web-minds.consorzio-cini.it/. keep, to some extent, the advantages of greedy routing

1.1 NoN routing on randomized networks: Opti-
mal average path length.




while optimizing the latency. In practice, one wants to ensure a quick bootstrap to
Unfortunately, this result is obtained by trading off all the nodes entering the network and, in some cases,
programmability and feasibility for efficiency. First of this is a strict requirement of the application. For ex-
all, in NoN routing a certain amount of overhead is ample, DHT-based distributed file systems may want
inherent and should not be underestimated. Random-o give (rather) efficient access to all the files as soon
ization and NoN routing require the transmission to a as a node plugs itself into the system.
node of the list of its neighbors of neighbors. While In uniform systems, quick bootstrap of a node
in [8] it is argued that this can be implemented with- can easily be obtained by using the finger table of
out extra cost by using keep-alive TCP messages, weu's predecessor (that is, the node that precedes
believe that because of abstraction requirements, transthe ring) as a starting point to build an updated fin-
port protocols should not be tampered with by the ap- ger table. In fact, the-th finger of u is efficiently
plication protocol, and that performance predictability obtained by asking's predecessor for it&th finger.
of a NoN implementation can be seriously limited by Of course, uniformity of the network is crucial in this
underestimating this overhead in the analysis. More-scenario. In this way, the number of hops becomes
over, the randomization of the original network trades O(finger table sizg on average, since the update for
the decrement of the expected number of hops for theeach finger is computed on a small portion of the ring,
loss ofuniformity, which would ensure both easy pro- where onlyO(1) nodes are present, on average.

grammability and quick bootstrap. It should be noticed that the use of randomized net-
1.2 Greedy routing on uniform networks: pro- works makes this approach unfeasible. This is due to
grammability and quick bootstrap. the total lack of relation between the finger tables of

any pair of nodes in the network. On the other hand,
it is known that as long as uniformity is required, the
O(logn) values for the number of jumps and diameter
cannot be asymptotically improved.

Given a network, consider the set of node identi-
fiers ordered on a virtual ring. The network is called
uniformif, for each pair of nodes andwv, the (clock-
wise) distance betweenand the node pointed by the
i-th jump (e.g. outgoing edge) of is equal to the 1.3 Ourresults

distance between and the node pointed by theth Our goal is to exploit the improvements provided by
jump of v [13]. In particular, the Chord ring is uni-  randomized networks (with NoN routing) while limit-

form: if the identifiers aré), ..., n — 1, z points toy ing the drawbacks in system complexity inherent to the
iff « 4+ 2 mod n points toy + z mod n. A thorough  yandomization and the loss of uniformity of the sys-
study of uniform systems can be found in [13]. tem. The practical contribution of our approach is to

Uniformity is a crucial requirement, since it makes combine ease of programmability, a quick bootstrap
any system a good candidate for real implementations.for the nodes joining the overlay network, and optimal
Besides simplicity in the implementation and an opti- routing efficiency.
mal greedy routing algorithm without node congestion g, g very high level, the main idea is to have a
[13], it also offers easy and efficient join operations mechanism that (randomly) partitions the nodes into
(i.e., aquick bootstrajp a (predefined) number of classes so that nodes in

The join operation in Chord protocol allows the the same class satisfy the uniformity requirement. Our
DHT to support nodes that dynamically enter the sys- proposal represents a compromise to ensure the appli-
temt. It is rather costly compared with the other op- cability of NoN routing in practice.
erations. Ifn nodes are present in the network, it H-Chord [2] already removes the communication
requiresO(log” n) hops (sinceO(logn) lookup are  constraint of NoN information, as it is computed lo-
needed) and the routing algorithm performances de-cqly hased on hash functions. Our new proposal goes

grade gracefully even if only half of the nodes have ;ther by guaranteeing quick bootstrap as well.
the correct finger table. In general, on Chord-like sys-

tems the number of hops required by a join operation 1-4 Related work
is O((finger table sizey (average path lengthyv.h.p. The Chord system was introduced in [12] to al-

1Theleaveoperation has no cost, with the exception of stabiliza- IQW effICI.ent IOOkUp. In a DHT. By using Iogarlthmlc
tion costs, where techniques similar to those applied to the join can S1Z€ routing tables in each node, Chprd alIOWS'One to
be fruitfully used. find the node of a P2P system that is responsible for




a given key in logarithmie: number of routing hops.
Adding or removing a node is accomplished at a cost
of O(log® n) messages.

Uniform P2P systems were formally defined in
[13], where a thorough analysis of their parameters

is given. Among other results, the paper shows that

greedy routing is optimal for uniform systems and

to the nodes +2¢ +r(i), wherer (i) is an integer
chosen byr uniformly at random in the interval
[0,2%), foreachi = 0,...,m — 1

e H-Chord [2] Let H() denote a hash function, that
maps anid on the interval[0,1). Each noder
is connected by an edge to the nader 27 +
| H(x)2!],fori=0,...,m— 1.

gives bounds on the average path length based on th&Ve assume that each node holds not only its own rout-

node degree. In particular, any uniform system with
degreeD(log n) has average path lengft{logn).

Recently, some non-greedy routing algorithms
were proposed that use De-Bruijn based DHT [10, 4].
The goal is to reach an optimal trade-off between de-
gree and path length and, in particular, to allow routing
in O(log n/loglogn) with logarithmic degree.

The NoN greedy routing was studied in [8],
which showed that it is possible to route greedily in
O(logn/loglogn) on some classes of randomized
networks having logarithmic degree.

1.5 Organization of the paper

Section 2 provides some initial definitions. Section

3 explains the ideas at the basis of this paper by fo-
cusing on the Chord system. Sections 3.1 and 3.2 re-
port the routing performance estimates computed us-

ing Montecarlo simulation. Section 3.3 provides the

lower bound on the diameter and on the average path

length. Subsequently, in Section 4 we show how this
idea applies to other networks. Finally, in Section 5
we conclude the paper with some final remarks.

2 Preliminary definitions

We consider a set of nodes lying on a ring o2™
identifiers. Identifiers are labeled frobnto 2™ —1 in
clockwise order and all the arithmetic operations on
the identifiers are donmiod 2™. Each node: has an
m-bit ID, id(x), and is connected to its predecessor
P(z) and its successd#(z) on the ring?

e Chord [12] Each node: is connected by edges to

the nodes: + 27, for eachi = 0,..., m—1.
e R-Chord [8] Each noder is connected by edges

2Note that one has to deal with the case in which only some of
all 2™ possible identifiers correspond to a node actually present in
the network. Hencel’(x) is the first node before on the ring, i.e.,
no node identifier is present in the interf&l(z) + 1,4d(z) — 1];
S(z) is the first node following: on the ring, i.e., no node identifier
is presentin the intervadd(z)+1, S(z)—1]. Moreover, throughout
this paper when we say that a nadlés connected ted, we actually
mean that: is connected to the first node equal or followiiayon
the ring, i.e to the node corresponding to the identifiér> id such
that no node identifier is present in the interjéal, id’ — 1].

ing table, but also its neighbors’ routing tables. Let
d(x,y) be a metric for the nodes in the network.
The NoN-greedy routing algorithm:

1. Assume the message is currently at node
u Ftarget.

2. LetV = {vy,...,v;} be the neighbors af. For
eachl <1 <k, |etwi1, Wi,y - vy, Wik be the neigh-
bors ofv; and letW = VU{w;,, for all 1<i, j<k}.

3. Among thesé:? + k nodes, assume thatis the
closest to the target (with respect to metfjc If
z € V (i.e. z = v;) route the message fromto
vy elsez = wy; and route fromu to vy,

In section 4 we study Small-World networks like
Hypercube and Symphony.

e Hypercube Each noder is connected by edges
to the nodey iff the two IDs have Hamming dis-
tance 1, i.e., they differ in exactly one bit position.
Edges are undirected.

R-Hypercube [8] For eachl,...,m node x
make a connection with nodg defined as fol-
lows: The topi— 1 bits of y; are identical to those
of z. Thei'” bitis flipped. Each of the remaining
m — 1 bits is chosen uniformly at random. Edges
are undirected.

Symphony* [8] Let § s.t. In§ = 22= where
k is the node degrée For eachi = 1,...,k,
let I; = (6°~1,4%] and let¢’ denote a probabil-
ity distribution over the integers it;, such that
the probability of d is proportional tg;. For

i = 1,...k, an edge is established from node
to = + a;, whereq; is an integer drawn from?.

3 Almost uniform NoN routing with H -

Chord

We propose a DHT system that is as efficient as
the randomized version of Chord (i.e. the average
path length isO(logn/loglogn)) and is as easy and
efficient (programmability and quick bootstrap to the
nodes) as a uniform system.

3Symphony* can have arbitrary degree



Let ¢ be a given positive integer and H() be a cryp- We are investigating the probability ¢ having an
tographic hash function (like, e.g., SHA-1 [11]) that outgoing edge entering the intervglthat is,
maps an id on a sequencerafbits. P = Pr[30<i<cand0<k<m s.t. Ji(s;)€I].
We can prove the following:
Definition 1 H.-Chord: For anyz, with0 < z < 2™,

define

e = K@”) CJ . )
Each nodev is connected by an edge to the nodes
2 4 {QJ fori=0,...,m—1.

C

Claim 1 For any nodes;€.5’, the probability P’ that
it has an outgoing edge entering the intervals at
leastl/c.

Before proving the claim let's discuss its conse-
guences. Each node has chosen its class and, hence, its
neighborhood independently from the others. There-
fore, the probability that none of these nodes has an

It is easy to see that for each nodethe integerc,
defined in (1) satisfies, € {0,...,c —1}. Werefer  outgoing edge reaching the intenvais

to the integerc, as the class of and to the integers 1-P=(1— P’)‘Sl‘ < (1 _ ;)c < el
0,1,...,c—1asthe node classes. We also notice that jence. the probability that can reach the interval in
each node chooses a class with probability inde- two hops is at least — e~'. Thus, inO(log, n) hops
pendently. Moreover, _the difference bet\A(eer_l thb the distance is decreasedd, wherep’ < ¢, and we
jump of a node belonging to class and thei-th jump have reduced case two into case one. -

of a node belonging to clags + 1 is at mostP—ﬂ .
’ Proof. of Claim 1 Consider a node; at distance

d; from t. We are investigating the probability &f
having an outgoing edge entering the interfgle.,
P’ :P’I’EO <k< mSth(Sz) S ﬂ
Let p; be the unique integer( p) such thatr: <
Proof. Consider a node that wants to send a mes- d; < 27**'. Two cases may arise:

sage to a nodeat distancel(s, t) = d. Letpbethe 1. 4, — @' < 27, In this case ifs; chooses the class
unique integer such tha? < d < 2°*'. There are 0 (i.e. cs, = 0) then.J,, (s;) reaches the intervdl

two cases to take into consideration. (namely,s; +d; —d' < J,,(si) = si +2P < s;+
CASE 1: p < c. In this caseO(c) hops are sufficient d; = t). Hence, since each node chooses a class
to reach the destination, since the distance decreases at  independently with probability/c we have thas;
least by a factor 08/4 for each executed hop. Since reaches the intervdlwith probability at least /c.

¢ < logn/loglogn we have thaD(log. n) hops suf- 5, = 9p | this case the only jump that can

fice in this case. . .
) . . . reach the interval is thep;-th. We remember that
CASE 2: p > c. Consider the interval of sizé = the distance between thieth jump of a node be-

Lemmal Letl < ¢ < logn/loglogn. The aver-
age path length i®(log,. n) hops for the NoN Greedy
algorithm on H.-Chord withn = 2™ nodes.

[d/c] ending in the destinationh

I=(-4d,t].
In order to prove the lemma in this case, we first show
that with constant probability we can reach the interval
I intwo hops. Letsy,...,s._1 denote the first — 1
neighbors of, that is,
si=s54+20+ LPTQZJ’
fori = 1,...,¢ — 1; these are the neighbors ef
in the interval[s, s + 2¢). Moreover, lets; = s and
S" = {s0,...,8.—1}. Finally, denote byJx(s;) the
k" neighbor ofs;,
Ti(si) = si+ 2% + Lg
From now on, by NoN o, we mean the set
S=85"U{Je(si) |1 <i<e 0<k<m}.

longing to class:, and thei-th jump of a node be-
longing to class:, + 1 is at most[%ﬂ. Since the
size of [ isd’ = [4] and2P: < 2P < d we have
that|Z| > [Z£-]. Then there is at least one class
such thats; + 2P: + {% € I. Hence since each

node independently chooses a class with probabil-
ity 1/c we have thas; reaches the intervdl with
probability at least /c. O

We can generalize the results to also hold in a ring

where not all nodes are present. Due to Chord con-
straints then nodes are uniformly distributed[12].



Theorem 1 Letl < ¢ < logn/loglogn, the average 3.2 Montecarlo Simulation Results
path length isO(log, n) hops for the NoN Greedy al-
gorithm on H-Chord in a ring of size&™ where the
number of nodes alive is < 2™.

In order to assess the effectiveness of our proposed
routing algorithm from a practical point of view as
well (in addition to the asymptotic complexity anal-
Proof. Consider a source that wants to send a mes-ysis), we used a Montecarlo simulation approach to
sage at distanaé Because of Lemma 1, it follows that compare the standard Chord, the H-Chord and the
diminishing the distance to si2&" /n takesO(log, n) H.-Chord routing performance. The H-Chord sys-
hops. What is left to prove is that the number of nodes tem [2] can be seen as the limit asgrows of H-
alive in an intervall of size2™ /n is small. The ex- Chord. H-Chord has been shown to have equiva-
pected number of nodes alive in the interval is lent performances with the original NoN version pre-
sented in [8]. However, since this paper proves that for
¢ = logn/loglogn the theoretical bound is already

n n
E[A] = E Z% eIl = ZE[“ el reached, it makes no sense to increase the number of
o = classes beyonlibg n/ log log n.
n " om A virtual ring is constructed by randomly generat-
2 1 . . . .
= Y Priz;ell=) — gm =L ing the IDs associated with the prescribed number of
i=1 i=1 nodes. Then the finger list for each node is constructed

according to the chosen distance function. Finally, a
large number of uniform, independent, random rout-
ing requests are issued to the node with the lowest ID
in the ring, and routed through the nodes simulating
3.1 Performances of H-Chord either the greedy (for Chord) or the NoN (for H- and
H.-Chord) routing protocol. The number of hops is
counted for each route and statistics are collected. 99%
confidence level intervals are estimated in order to en-
sure the precision of the simulated results. The sim-
ulation experiments are repeated for many randomly
generated virtual rings, until the 99% confidence inter-
Corollary 1 Let ¢ = logn/loglogn; the average  vals drop to below 1% of the point estimates.

path length of the NoN Greedy algorithm op-Bhord Figure 1 reports some of the simulation results we
is O(logn/loglogn) hopsin aring of siz&™, where  obtained by comparing the standard Chord, the H-
the number of nodes alive is < 2™. Moreover, the  Chord, and the EChord routing performance (the lat-
number of hops for the completion of the join opera- ter withc = 2 classes).

tion are O(log nlog c) (w.h.p.). Both the average number of hops a#@l" per-
centile number of hops (i.e., the minimal number of
hops that is never exceeded, with a 90% probability)
In a uniform system, it suffices to use the finger are reported for each case (the H-Chord ageiord

o h :
table ofu's predecessor (if: is entering the system) With ¢ = 2 have the sam@0™ percentile curve).
which means that its fingers can be off by at maét) The diagrams clearly confirm the advantage of H-

distance (on average) with respect to whaneeds. Chord over Chord, not only in terms of average hop
In H.-Chord « may need to go back t®(c) nodes  count (ranging from an 11% reduction with only 100
(w.h.p.) before it can find a node of the same class N°des, to a 20% reduction with 1,000 nodes, up to a

asw’s. This means that its fingers may be off by 27% reduction with 500,000 nodes) but also in terms
O(c) (W.h.p.) with respect to what needs, and that of 90" percentile. Moreover, the diagrams show that

O(log ¢) hops are needed to search for each right finger for small/medium size rings, HChord with only two
for u. Therefore, the bootstrap can be performed with classes behaves almost as well as H-Chord (with a less

O((finger table size) log c) hops (w.h.p.). The result than 2% difference up to 5,000 nodes on average hop

follows from the size of the finger table in Chord— ~ €ount, and identicah0™ percentile over the whole
range of ring size we took into consideration). As

Furthermore, with probability larger than-1/n?,
the number of nodes that lies in the same interval is
O(logn/loglogn), see Example 4.4 in [9]. O

Here, we summarize the results obtained by in-
troducing a limited amount of “randomization” (with
a hash function) into Chord: efficiency (as in non-
uniform networks), programmability and quick boot-
strap (as in uniform networks).

Proof.  The first part of the corollary is proved be-
cause of Theorem 1 when= log n/ loglogn.
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Figure 1: Number of hops for different routing algorithms as a function of the size of the ring: average values and 90 percentile.

ring size increases, the difference between H-Chordis presented in the case of the Chord structure, thus for
and H.-Chord withc = 2 classes becomes more ev- the sake of brevity, it has been omitted.

ident (3% with 10,000 nodes, 7% with 100,000 nodes, .

10% with 500,000 nodes), but still provides a substan- P&finition 2 H.-Symphony*:Let #(), ¢, ¢, andJ as

tial advantage and no substantial disadvantages ovefl€fined above, for each= 1,...,m, x is connected
Chord from a practical implementation point of view, DY an edge to the nodes+ 4"~ =

3.3 Lower Bound Theorem 3 Let 10% < ¢ < —k_ the average path

loge?

The bound in Theorem 1 is optimal. In fact, itis |ength isO 1°g2"> for the NoN greedy routing on

possible to prove the following: HC-Symphon];/i(?gc
Theorem 2 Both the diameter and the average (short-
est) path length of a Small-World network with degree
logn andc classes aré)(log, n).

Definition 3 H.-Hypercube:LetH(), candc, as de-

fined above, for eachh = 1,...,m, nodex is con-

nected to the nodg; defined as follows: The tap- 1
A comment is needed regarding the choice.ofn bits and the lastn — i — |log c| bits ofy; are identical

fact, this value is, indeed, dynamic (i.e. depending to those ofx, thei'” bit is flipped, bits fromi + 1 to

on n) but, because of its slow growth, it reflects the i + |logc| are identical to those of,.

changes im on the number of classes needed hy H

Chord very slowly. Therefore, standard techniques to 1heorem4 Letl < ¢ < logn/loglogn, the aver-

estimate the number of nodes can easily be employed?9€ Path length i§)(log, n) hops for the NoN Greedy

to estimate the number of classes that should be used@/gerithm on H-Hypercube.

oreouer, Inlemertalon ey e e need 124 Conclusions

be added (i.e. when the number of nodes is squared), Our Theorems 1 and 2 prove that.#hord is
but only for fixed values of. a flexible andoptimal family of routing schemes:

. whenc = 1 the network is the original Chord, and

4 Further networks with class by increasing the value of we can reduce the ex-
We briefly summarize the results for other Small- pected number of hops up to the minimum possi-

World networks. Most of the proof is similar to what ble (i.e. O(logn/loglogn)) that is reached for =
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